Name__________________________________

CSE-444 Final Exam

Autumn, 1999

The exam has 5 questions, each worth 20 points. Make sure to state any assumptions you are making in answering the question. When applicable, explain your reasoning so we can better give you partial credit. Good luck!

1. Datalog (20 pts). You will write two datalog queries over the following schema:

Subpart(part, sub-part),   Compatible(part1, part2),  PowerReq(part, power)

The database describes parts that are manufactured by your company. The relation Subpart identifies which parts are sub-components of others. The relation Compatible identifies pairs of compatible parts (you can assume the relation is symmetric). The relation PowerReq identifies the voltage level required for a particular part.

A. Write a query that finds parts discrepancies in the database. i.e., find all parts X, such that X has a sub-component Y that requires more voltage than X.

B. Find all parts that have incompatible sub-parts (i.e,. find all pairs (X,Y), where X and Y are sub-parts  (directly or indirectly) of Z, and X and Y are not compatible).

2. Constraints and triggers (20pts). Suppose you have the relation 

          Person(SSN, name, city, zipCode).

   Write a set of SQL triggers that enforce the functional dependency zipCode -> city.

Make sure you write triggers for the case of insertion and update to the relation Person. The triggers should reject the update or insertion in case they violate the functional dependency.

3. Query rewrite (20 pts). Consider the relation 

         Sailors(id:string, rating: integer, age: integer, hours:integer)

The hours attribute records the cumulative number of hours the sailor spent at sea. 

A. Consider the following query asking for the minimal age in every rating, but only for those in which the minimal age is less than 37:

SELECT   rating, Min(age)

FROM      Sailors

GROUP-BY  rating

HAVING  Min(age) < 37.

Can you apply a query rewrite optimization to this query? If so, what would it be? Why is the rewrite correct, and why is the resulting query likely to be cheaper?

B. Consider the following slightly modified query. It now also asks for the minimal number of hours spent by someone a given rating group.

SELECT   rating, Min(age), Min(hours)

FROM      Sailors

GROUP-BY  rating

HAVING  Min(age) < 37.

Does the same rewrite optimization you found in part A still apply? Why or why not? (note: this question is a bit tricky).

4. Query optimization and execution (20pts). Consider our favorite relations:

Sailors(sid: string, age: integer, name: string, rating: integer)

Reserves(sid: string, bid: integer, date: date)

Assume the following about the relations: Sailors occupies 10,000 pages on disk. Each page fits 40 tuples. There are 10 ratings [1..10], and the ages span [17..56] (i.e., 40 ages). The database maintains a clustered B-tree index on rating, and a non-clustered B-tree index on age.

The Reserves relation contains data for 3 years (i.e., about 1000 days). It has a hash index on date. The relation occupies 20,000 pages on disk, each containing 50 tuples. 

A. Consider the simple query:

SELECT id

FROM    Sailors

WHERE  age=36  AND rating > 8.
Describe the plans that the query optimizer will examine, and give an estimate of the cost of each one. Which plan will be chosen?  Specify any additional assumptions you are making in the calculations.

B. Consider the query 

SELECT Sailors.name

FROM    Sailors, Reservers

WHERE  Sailors.id=Reserves.id  AND Reserves.date=”8/8/99” AND                 

                Sailors.age=36.

Assume that the execution engine can perform sort-merge joins and index-nested loop joins. What are the plans that a System-R style optimizer will consider, and which will it choose?

5. Terms (20pts). Please define 5 of the following 6 terms in 4 sentences or less. You can get extra credit by defining all 6.

A. Dense index

B. Weak entity set

C. ACID properties (what are they)

D. Access path.

E. The impedance mismatch.

6. Predicate move-around
